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INTRODUCTION

Last year, Automation.com released its first Advancing Automation eBook focusing on IIoT and 
Industry 4.0. We shared how IIoT is starting to deliver tangible value in several areas across many 
industries.  One year later, and we continue to see new innovations every day, connecting all areas 
of the factory floor and generating mountains of data. Working with some of the biggest names 
in business, Automation.com continues to track the growth of IIoT and Industry 4.0, and has put 
together another edition of Advancing Automation in order to help you get up to speed on the 
latest trends that you need to know about.

This eBook will look at some of the complex barriers that are currently hindering IIoT efficiency as 
well as discuss ways, in which to overcome them. It will also share some of the new technologies 
that have impacted the industry throughout the last year, and how they are enabling businesses to 
solve productivity and maintenance issues away from the factory floor. With in-depth resources from 
names like Siemens and Opto 22, and automation expert Bill Lydon’s dive into the IIoT impact in 
process automation, this latest Advancing Automation eBook will keep you on the cutting edge and 
abreast of all IIoT and Industry 4.0 strategies to help drive enhanced productivity and connectivity 
for your organization. 
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The strength of any industrial network depends on the                
collaboration of operations and information technologies.          
Siemens not only speaks these languages, we also translate.       
We have the expertise, products and services to help you create 
dynamic networks—systems that deliver high performance in 
terms of security, transparency, flexibility and uptime.

IT. OT. We speak 
both languages.
Industrial Networks by Siemens

usa.siemens.com/industrial-networks
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By Jonathan Simpson, Siemens

For decades, the world’s many industries have invested 
heavily in information technology (IT) to reduce costs, 
improve operational efficiency and visibility and, 
ultimately, to boost profits. In doing so, IT professionals 
have laid a the foundation for what’s called the 
Digital Enterprise. But for extractive, manufacturing 
and logistics industries, the Digital Enterprise also 
involves another form of IT on the “shop floor” side 
of an organization, which is commonly referred to as 
Operational Technology (OT).

Over the same decades that gave rise to IT, companies 
have invested hundreds of billions in OT, much of it for 
increasingly smart machines and systems to automate 
discrete production tasks and continuous processes. 
This includes automation control and 
higher-level OT management platforms to 
efficiently operate, monitor and optimize OT 
performance and maximize the utilization of 
capital assets as much as possible. It also 
includes various industrial communication 
technologies that keep all these systems 
talking to each other and to their human 
operators. 

The benefits have been many, including 
major reductions in costs, latencies and 
cycle times, as well as fewer data collection 

errors. Industrial communication – the so-called digital 
thread – has also helped interconnect what were once 
islands of activities and information, while also breaking 
down operational silos. Another benefit is full process 

transparency where, for example, it is possible to have 
instant access to quality data or stock levels, be more 
flexible and reduce reaction time to changing demand. 
In addition, companies can achieve vertical integration. 
This includes benefits such as instant access to 
service teams via internet, immediate response to 
product changes through automated download of 
new production data from R&D, implementation of the 
digital twin in Engineering and PLM processes and  
real-time, global data availability.

Connectivity: Backbone of the Digital Enterprise
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Different perspectives. Connecting these two worlds 
– IT and OT – for a truly, end-to-end Digital Enterprise 
is ideally the role of modern industrial communications 
that are fast, reliable and secure. Unfortunately, for far 
too many organizations, sharing data between these 
two worlds can be a struggle because their network 
infrastructures could be more up-to-date and better 
connected. 

Another important reason that makes connecting IT and 
OT a challenge is this: The perspectives of enterprise 
IT and OT professionals are typically very different. 
Although their jobs are inter-related in many ways, each 
tends to have dissimilar educational and on-the-job 
backgrounds than the other. 

For example, IT staff often come from computer science 
backgrounds, while OT staff have industrial engineering 
backgrounds. IT professionals tend to focus on cost 
optimization and security, while OT professionals tend 
to concentrate on production throughput and machinery 
availability. Both share concerns for productivity and 
efficiency.  These distinct pedigrees can result in 
sometimes suspicious and occasionally adversarial 
perspectives toward the work each other does.  

It doesn’t have to be that way and, indeed, shouldn’t 
be if organizations are to realize the full promise of an 
end-to-end Digital Enterprise. That’s because modern 
industrial communications can tie the IT and OT sides of 
the Digital Enterprise together, while also enabling major 
transformations in how raw materials are sourced and 
transported, products are made, and finished goods get 
to market.  

Been there, done that. As one of the world’s largest 
organizations and manufacturers, Siemens has 
experienced and bridged this IT/OT divide in its own 
global operations.  We have deep insights into how 
to bridge this gap, which we want to share in this 
paper. The solution has both human and technology 
dimensions.

For example, we’ve learned that only through an active 
IT/OT collaboration based on the mutual understanding 
of each other’s respective roles and backgrounds can 
data flows be optimized over a company’s networks, the 
backbone of the Digital Enterprise. And we know that 
not all data spanning the Digital Enterprise is equal: 
some deserve special treatment, given the specific 

role particular data may play in a critical process or 
workflow. 

Ultimately, by understanding the full potential of modern 
industrial communications, IT and OT can work together 
to ensure more operational efficiency, visibility, flexibility 
and security in production. This can help companies 
fully realize the promise of the Digital Enterprise to gain 
greater competitiveness and profitability both in the 
short-term today and the long-term tomorrow.

Marking the IT/OT Divide: Different Roles, 
Perspectives and Motivations 

Classic corporate IT is a big job, although no more 
so than OT. Day-to-day, IT teams must be extremely 
tactical in support of end-user productivity, identity 
management, cybersecurity, office networks, and 
departmental file servers and printers, to name just 
some of their many day-to-day chores. Hours can be 
long and demands high.

At the same time, especially in large enterprises, their 
jobs can also involve the deployment and management 
of large strategic assets and capabilities – enterprise 
resource planning (ERP) systems, customer relationship 
management (CRM) systems, big data analytics and 
other core applications residing in either data centers or 
the cloud.

Mission-critical. Sophisticated IT often can be core to 
what many companies do and be the foundation of their 
customer value propositions, if not their competitive 
differentiators,  as well. 

Take FedEx, for example. Back in the 1990s, the 
company deployed technologies such as wireless 
handheld scanners for its courier and counter staff 
supported by giant back-end databases, pioneering 
self-service package tracking for customers via a web 
portal. For a time, this capability gave FedEx a big 
competitive edge, although it’s now a standard in the 
logistics industry. 

IT was so vital to FedEx that company founder and 
CEO Frederick W. Smith once described his firm as 
“an IT company that just happens to ship boxes to pay 
for it all.” In fact, the public networks and FedEx’s own 
private networks were critical enablers of that package-
tracking functionality.  
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Hands-full. While IT teams keep their companies’ 
front and back-office operations running, their OT 
counterparts have their hands plenty full keeping 
production running. Disruptions and downtime of 
components, instrumentation or systems can potentially 
have not only bottom-line consequences but also 
cascading downstream impacts on customer delivery 
commitments and satisfaction. 

Life safety can be at stake, too. The Texas City refinery 
explosion in 2005, for example, killed 15 people and 
injured more than 100. The cause was found to be 
the failure of several level indicators, which led to the 
overfilling of a vapor-liquid separator. As a hydrocarbon 
geyser erupted, its flow was ignited by the engine of a 
pickup truck idling nearby.

Many OT professionals are always on call. That’s 
because lots of industrial facilities – nuclear plants, 
oil platforms and public communications, to name 
just three – must operate around the clock, in real- or 
near-real time and with 99.999 percent uptime or better. 
Reliability, durability and availability are of utmost 
importance. In contrast, most enterprise IT networks 
must simply work during “business hours.” 

OT teams also need to ensure that a complex, often 
heterogeneous, technology landscape at the field level 
–  including sensors, actuators, valves, instrumentation, 
and other devices, even conveyors – are all functioning 
properly, often in harsh operating conditions. At the 
same time, all these elements feed and draw operational 
data into and from a dynamic, vertical infrastructure 
consisting of a wide range of controllers, operator 
systems and manufacturing execution systems.

In-sync. In addition, OT solutions used in discrete 
manufacturing typically must be finely tuned across 
their operating network structures and constituent 
components (both hardware and software). Those 
always-on components must use fixed IP addressing, 
resulting in different bandwidth cost models compare 
to enterprise IT networks that typically use dynamically 
assigned IP addressing.

What’s more, cycle timings, usually in milliseconds, and 
data communications need tight synchronization across 
all of those components. This is true regardless of the 
industry and is much more so in critical infrastructures 
such as power, communications and transportation.  

OT networks differ from enterprise IT networks, too. 
Data packet routing between network nodes in the 
former must operate deterministically compared to 
the latter’s “best-effort” routing. Deterministic means 
the routing of data packets must be pre-determined 
in advance of their transmission, so the packets and 
their information payloads get to where they need to go 
within the cycle times required by a machine or process. 

Why? Cyclically executing process programs need 
constantly updated input data in order to issue the 
appropriate control commands to components. Those 
commands have to arrive when expected, within 
milliseconds. In other words, a network hiccup that 
might delay an outbound email by a couple seconds 
might not be noticed by a user, but a similar delay in 
a controller command arriving at its destination could 
disrupt an entire production line.

Bridging the IT/OT Divide: Time to Bring 
Teams Together 

To be sure, more and more companies the world over 
are moving toward greater integration that will help 
make them truly end-to-end Digital Enterprises. They’re 
bridging the divide separating IT and OT, in part by 
purposefully bringing both teams together to facilitate 
greater understanding and cooperation. 

They’re also facilitating a vibrant digital thread of data 
throughout their businesses by modernizing their 
network communications with advanced technologies, 
while incorporating OT’s precision requirements for 
production networks and data functionality into a 
strategic plans for their overall enterprises.

Aligning perspectives. By aligning the different 
perspectives of IT and OT functions, these companies 
are helping to eliminate legacy information islands and 
silos that can slow down the speed of production and 
business, limit operational visibility and delay time to 
market. 

They are leaving data synchronization and transcoding 
issues in the past, so they no longer experience time-
consuming, error-ridden data handoffs and cycle-time 
latencies. Quality has risen; rework has dropped. 
Operational visibility has improved, too. And they have 
gained greater operational flexibility and new business 
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agility that enables them to respond faster to dynamic 
customer demands and wholly new opportunities. 

In short, they’re gaining advantages over less innovative 
competitors, who might be overlooking or ignoring 
issues spawned by the IT/OT divide. 

But for those latter companies taking a wait-and-
see attitude toward end-to-end digitalization and 
modernizing their network communications, competitive 
disadvantage isn’t their only risk of not doing so. 
They face a wide world of cyber threats – external 
and internal – just waiting to exploit the vulnerabilities 
inherent in a fragmented digital landscape.   

Obscure vulnerabilities. While industrial networks may 
appear inside companies as a standalone, closed-loop 
systems, often they can be connected at some obscure 
point to the enterprise network. If so, the latter’s 
external-facing cyber vulnerabilities can then extend to 
the industrial network. 

Another set of security issues with industrial networks 
involves their evolution from early assortments 
of electrical relays or antiquated microprocessor 
controllers and manually monitored indicator lights, 
trips and breakers. Those legacy systems might work 
well enough to operate relatively simple processes even 
today, but they likely lack proper security controls. 
For example, these systems may well be connected to 
modern distributed control systems (DCSs) that feature 
the latest programmable logic controllers (PLCs). The 
latter are essentially micro-computers using Windows 
or Linux and are connected over industrial Ethernet to 
human-machine interfaces (HMIs).  

In turn, these HMIs are often accessible anywhere in the 
world via PCs or touchscreen tablets and smartphones 
– by legitimate DCS operators or by hackers exploiting 
the vulnerabilities in the connections between old and 
new systems.

To make matters worse, the integration of the two 
kinds of networks can also introduce uncertainty within 
companies as to whether IT or OT owns responsibility 
for overall cybersecurity. As result, accountability issues 
can arise, manifesting themselves as cybersecurity 
gaps. 

In contrast, for companies intent on building an end-
to-end Digital Enterprise, the question of who owns 
cybersecurity will not be an issue. That’s because IT and 
OT will have clearly defined roles and responsibilities, 
understood by both sides. 

Advanced Industrial Communications: 
Ensuring the Highest Availability 

Without fast, reliable and secure communications across 
all components and systems, the Digital Enterprise 
would remain a vision instead of the practical operating 
model it has become today. What follows is an overview 
of some of the key technologies and concepts that 
enable advanced industrial communications. 

This overview can help provide both IT and OT 
professionals with some insight to why automation 
requires more deterministic data with greater network 
priority than that of office workers sending email. 
Redundancy is critical, too, to ensure high system 
availability. Also explained are some of the important 
protocols that help deliver priority data with sub-
millisecond speeds. 

Bottoms-up. To start, it helps to understand how 
automation in the Digital Enterprise works. Complex 
automated industrial systems used in discrete 
manufacturing and production processing require a DCS 
to operate. Organized as a hierarchy, a DCS starts by 
linking the various components – actuators, contactors, 
motors, sensors, switches and valves – that do the work 
at the field level (e.g., shop or production floor) to PLCs. 

As mentioned previously, PLCs are micro-computers 
with software that monitors and controls the operations 
of these devices, such as turning motors on or off and 
opening or closing valves. PLCs can also control the 
motion of industrial robots, but require precise data 
timings to do so. 

In turn, PLCs are connected to a HMI, typically a display 
of some kind that enables human operators to monitor 
overall system performance and component behaviors, 
then if necessary, adjust parameter set points. Many 
modern PLCs, such as Siemens SIMATIC S7 models, 
have built-in web servers. These enable the HMI to be 
securely displayed and the DCS accessible remotely 
in a web browser on a laptop, tablet or smartphone 
anywhere an Internet connection is available.  
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One or many DCSs can be vertically integrated to 
even higher-level systems, such a manufacturing 
execution system (MES) or a manufacturing operations 
management (MOM) system. These provide much wider, 
even enterprise-wide, views and controls.

Redundancy, key to availability. Asset utilization 
is tied to availability – the higher the availability of 
machinery, for example, the greater the asset utilization. 
The consequences of a system failure can be costly 
downtime, high restarting costs and the loss of valuable 
data or materials. That’s why OT engineers have 
designed redundant control systems and redundantly 
configured networks. 

In the event of a fault, a plant’s high-availability 
industrial communication can take over automatically 
without any consequences for the facility. For 
example, to achieve the extremely fast response times 
industrial companies require, Siemens SCALANCE and 
RUGGEDCOM switches and other components have 
for many years used standardized network redundancy 
procedures. These support reconfiguration times of a 
few milliseconds in the event of a fault. 

In general, there are two types of redundancy:
• System redundancy: A high-availability automation 

system is implemented by deploying backup 
systems and communication components that 
operate in parallel with failover to them if the primary 
system goes down;

• Media redundancy: Systems are only implemented 
individually, but should the network be interrupted, 
the plant will continue to operate along substitute 
communication paths.

While IT professionals are likely familiar with how 
system redundancy works, they may be interested in 
understanding more about media redundancy in an 
industrial context.  There are a range of approaches 
to implement media redundancy, but two of the 
leading ones are PROFINET compliant MRP (Media 
Redundancy Protocol) and HRP (High-speed 
Redundancy Protocol). In fact, Siemens pioneered these 
protocols.

Based on IEC 62439-2, MRP enables rings of Ethernet 
switches to overcome any single point of failure with 
near instant recovery times. 

Operating at the MAC layer of the Ethernet switches, 
MRP uses redundant rings and ensures reconfiguration 
(relearning of the communication paths) times of 200 
ms in rings of up to 50 switches. For smaller rings, the 
worst-case recovery time scales down.  

To eliminate reconfiguration time, there is an extension 
to the MRP protocol – Media Redundancy for Planned 
Duplication (MRPD) – for sending message frames in 
duplicate within a ring structure, leveraging PROFINET 
IRT to do so.  Standard recovery for MRPD is 0 ms.

The HSR (High availability Seamless Redundancy) 
protocol based on the IEC 62439-3 standard, utilizes 
double transmission of message frames over ring-
topology networks in both directions. In the event of 
an error, the message frame will be transmitted without 
any delay. No reconfiguration time is necessary for 
the network, as is the case for most other redundancy 
protocols.

The PRP (Parallel Redundancy Protocol), again based 
on IEC 62439-3, also uses double transmission of 
message frames but it does so over two separate 
networks. Network access points connect up to two 
network segments or terminal devices without PRP 
functionality, without delay, over two parallel networks. 
This seamless data transmission offers extreme 
reliability and high availability in parallel networks and 
can be used for numerous applications, for example, in 
ships, energy switchgear or along pipelines.

Network segmentation. Virtual local area networks 
(VLANs) enable the partitioning of one physical LAN into 
a number of smaller, logical LANs. These help separate 
the networks connecting OT automation systems from 
IT systems, for better security and optimized real-time 
performance.  

As enterprise LANs are usually maintained by a 
company’s IT group, security concerns can override 
OT’s concerns about maximizing uptime. But while 
a compromised endpoint on an enterprise LAN can 
generally be quickly isolated by disconnecting it from 
the LAN, “pulling the plug” on a compromised device 
that’s tied into an OT automation LAN can be potentially 
disastrous to the system that component is part of. 
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With VLANs, the offending VLAN can be isolated from 
affecting its larger physical LAN domain, then OT can 
work with IT on the best way to remedy the security 
breach and minimize downtime and production impacts.   

Another reason for using VLANs in OT environments is 
that the amount of real-time, broadcast and multicast 
data traffic OT systems typically generate using 
Ethernet can use most if not all available bandwidth. 
VLANs use OSI Layer-2 access switches to handle data 
traffic within a VLAN, while Layer-3 switches and routers 
direct data traffic across different VLANs.

Bridging IT and OT worlds. It’s possible and highly 
desirable to interconnect the environments of IT and OT 
in practical, secure and accountable ways that respect 
the strengths and requirements of each. Following 
best practices, a robust network backbone should be 
established to create a structured and reliable interface 
that interconnects dedicated production and office 
networks. 

The former will include production cell-to-machine and 
shop-floor-to-cell sub-networks, all with specific IP 
addressing for fully managed components and systems, 
plus the use of real-time, deterministic communication 
protocols. While this backbone will be an integral part 
of the OT production scope, especially in delivering the 
highest availability of product assets to the business, it 
will be aligned with IT in regard to user governance and 
security. 

This way, for example, should a third-shift failure 
occur in off-hours, qualified and authorized production 
personnel can address the issue directly. And they 
can potentially do so much sooner than having to wait 
hours until an IT person arrives, according to the terms 
of an IT/OT service-level agreement. By minimizing the 
production disruption, such an approach can possibly 
avoid significant amounts of associated costs and risks 
to customer delivery commitments.

Facilitating data interchange. Highly automated 
production environments often have a wide variety 
of data communication interfaces, usually as a result 
of various field-level components being sourced 
from different manufacturers. These elements must 
communicate their data to – and, for many, get their 
instructions from – higher level control systems 
and HMIs.  The former can include SCADA and 
manufacturing execution systems; the latter can include 
HMI panels, web interfaces, PCs, tablets and even 
smartphones. 

So, how can data be exchanged effectively and 
efficiently across such heterogeneous communications 
landscapes? One approach is OPC Unified Architecture 
(UA). This a manufacturer-independent standard that 
allows field devices to communicate with each other. 
OPC UA can be used in all Ethernet networks thanks 
to its underlying TCP/IP communication protocol. In 
particular, OPC UA and PROFINET are fully compatible, 
enabling parallel operation.    
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Wireless, near and far. Wireless industrial 
communications, especially for wireless local area 
networks (WLANs), are fast becoming as ubiquitous 
in factories, warehouses and other production 
and logistics facilities as they are in non-industrial 
environments. Reasons include greater flexibility and 
speed in configuring (and re-configuring) floorplans and 
the elimination of long lengths of costly cabling. 

Wireless industrial communications includes low-
power, short-range Near Field Communication (NFC) 
technology used in Radio Frequency Identification 
(RFID) solutions for product authentication and asset 
tracking, among other NFC applications. Another NFC 
use is for machine diagnostics. Bluetooth can be used 
for relatively simple, close-range applications, usually 
in a symmetrical configuration by pairing two Bluetooth 
devices. 

For longer range wireless communications of up to 300 
feet between access points, IEEE 802.11 WiFi is most 
widely deployed. Compared to Bluetooth, WiFi has an 
asymmetrical client-server connection with data routed 
through a wireless access point. For specific directional 
applications, for applications that require a defined path, 
like monorails, cranes and automated guided vehicles, 
RCoax radiating cable emits a radial field along the 
axis of the cable, which can be laid in a floor or along 
overhead rails.

Beyond that are IEEE 802.16 WiMAX with a radius up to 
30 miles; 3G and 4G LTE cellular, with coverage of up 
to depending on cell tower coverage over a specified 
geography. And, from the sky are geostationary satellite 
communications (also known as fixed satellite service, 
or FSS) used mostly for remote data telemetry; and, for 
more bandwidth, VSAT (very small aperture terminal) 
technology like what satellite TV uses, can provide 
wide-area coverage for maritime and land-based remote 
communications needs.

Ruggedization for reliable performance is the biggest 
differences in the components for industrial WLANs 
compared to non-industrial ones. They need to 
withstand temperature extremes, adverse weather 
and corrosive conditions that are typical of industrial 
environments. Within the Siemens SCALANCE and 
RUGGEDCOM portfolios are many examples of 
components with ruggedization designed, engineered 
and built into them, instead of being layered on.

Meet the digital thread. Of course, what ties together 
all these devices and systems is industrial data 
communications, the digital thread referenced earlier. 
These have come long way since early point-to-point, 
wired protocols such as analog 4-20mA current loop or 
analog/digital HART communications, both still widely 
used despite their limited communications capacity, 
including relatively slow data speeds. 

In time, however, multipoint, digital fieldbus protocols 
emerged, such as PROFIBUS, one of eight fieldbus 
types described by the global IEC 61158 standard. 
These enabled local area network (LAN)-type 
connections to be used to link up to hundreds of 
devices. This tremendously simplified cabling and 
lowered its cost.  

Today’s industrial networks are quickly migrating to 
industrial Ethernet, which provides greater performance, 
higher speeds and more flexibility than fieldbus 
communications. It’s based on the same Ethernet used 
in non-industrial IT networks, both wired (IEEE 802.3) 
and wireless (IEEE 802.11) protocols, but has been 
enhanced for the deterministic routing and real-time 
control that automation requires.

PROFINET, a top protocol. More than 20 different 
types of industrial Ethernet exist, each defined largely 
by how it implements determinism and real-time control 
capabilities. Siemens helped pioneer PROFINET, which 
is an open industrial Ethernet standard promoted 
by PROFIBUS and PROFINET International, with 
1,400 member companies worldwide. PROFINET is 
considered the leading protocol that has two types 
depending on automation requirements:
• PROFINET RT (Real Time), the most popular 

industrial Ethernet automation network protocol 
available. This provides deterministic data 
speeds between 1 and 10 milliseconds (ms), by 
bypassing the TCP/IP layers in the Open Systems 
Interconnection (OSI) model.  

• PROFINET IRT (Isochronous Real Time), for 
faster speeds to support specific machinery 
requirements, especially motion control. IRT permits 
cycle times of up to 250 microseconds (µs). These 
speeds are possible via an exclusive Siemens 
SCALANCE technology called iPCF (industrial Point 
Coordination Function) that is based on PROFINET.  
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Modernizing Industrial Communications: 
Making the Digital Thread Real 

Today and in years to come, Digital Enterprises 
supported by advanced industrial communications 
and backed by fully aligned IT and OT teams will enjoy 
distinct competitive advantages over those without. 

With a vibrant, coherent thread of data running end-to-
end through their operations, companies can execute 
their business strategies faster, gain performance 
feedback and insights sooner, respond to market 
changes and opportunities more quickly, and improve 
their time to market with new products and services.  

Another benefit of modernized industrial 
communications is simplification. This can help lower 
both capital costs and the management overhead 
and expenses required for operating highly integrated 
networks spanning both IT and OT environments. It can 
also vastly improve the reliability, visibility and 

security of dynamic OT landscapes to boost availability 
and, ultimately, asset utilization.

Siemens has strong legacy roots in both providing IT 
and OT solutions as well as bridging their differences to 
ensure our solutions offer customers the best of both 
worlds. A fully Digital Enterprise needs the expertise 
of both IT and OT teams to make it happen, enabled 
then with the connectivity that advanced industrial 
communication technologies can offer. 

The sooner companies with such aspirations move 
forward to modernize their industrial data networks, 
the sooner they will realize the benefits of being a true 
Digital Enterprise.

The right industrial Ethernet can ensure reliable cycle times even across large networks.
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By Opto 22

On the train to work, Lee opened an email on her 
smartphone sent from a controller operating a surface-
mount tool at her factory. Attached to the email was a 
quality control report that suggested changing the
tool’s solder temperature.

To generate that email suggestion, the controller 
had securely sent yesterday’s production data to a 
cloud-based analytics system to compare current and 
historical data for the machine.

Next, it accessed the machine manufacturer’s website 
and obtained the latest recommended settings.

Finally, it built a production efficiency report with a 
suggested solder temperature for today’s production 
run that would increase yield by 7 percent over 
yesterday’s run.

Lee clicked a link in the email and connected to the 
controller’s mobile operator interface over a secure, 
encrypted channel. Lee logged in and navigated to 
the machine’s solder temperature setpoint, where she 
entered the recommended value.

All this took place before she got to the office.

At the Edge

That controller operating the surface mount tool at 
Lee’s factory operates at the edge of the factory’s 
network.

Systems like these at the network edge are increasingly 
able to leverage cloud-based resources to perform 
edge computing—if computing resources exist as 
needed along the path from a sensor to the cloud—and
if these computing resources reduce the total amount 
of data to be sent to the cloud for storage, processing, 
and analysis.

As a result, businesses can more quickly identify real 
opportunities for operational efficiency improvement 
and meaningful revenue generation.

To foster such business benefits, data from the physical 
world of machines and equipment must be available 
to the digital world of the internet and information 
technology systems, quickly, easily, and continuously.

Successful industrial internet of things (IIoT) 
applications require operational technology (OT) 
professionals to make data from their systems, which 
monitor and control the physical world, accessible to 
the data processing systems of information technology 
(IT) professionals.

Once the data is there, cognitive prognostics 
algorithms running on IT systems can analyze it, 
refining raw physical data into actionable information 
that can predict outcomes in real time.

The results can be used to improve inventory 
management and predictive maintenance and reduce 
asset downtime.

But before such benefits can be realized, three 
problems need to be solved: connectivity, big data, 
and IIoT architecture. Lee’s factory has a new kind of 
controller, a groov® edge programmable industrial 
controller (EPIC), which goes a long way toward
solving these three problems. 

Edge Computing in Industrial Automation 
IIoT Intelligence Starts at the Edge
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The Connectivity Problem

The internet of things runs on 
vast amounts of data, generated 
by the physical world and then 
transported and analyzed by the 
digital world.

It’s an attempt to achieve 
perpetual connectivity and
communication between people 
and things and even between 
things and other things.

But in the industrial world, most 
of these things were never 
designed to serve this new 
purpose. They were designed and 
installed long before the internet 
was developed.

At the edge, things like sensors, circuits, relays, and 
meters are attached to industrial control systems used 
to operate equipment and machines. These sensors 
translate what’s physically happening in the world 
(temperature, light, vibration, sound, motion, flow 
rate, and so on) into an electrical signal like voltage or 
current.

The voltage or current is then interpreted by a 
controller, which monitors and controls physical 
equipment and machines.

Sensors typically have little or no intelligence. They are
designed to merely observe and report. They can’t 
speak in the digital bits and bytes, the ones and zeros 
that information technology and internet devices 
understand and use to communicate.

They also lack the physical 
connections and logical
interfaces to communicate on the 
industrial internet of things (IIoT). 
They do not have a built in Ethernet 
jack or a wireless interface.

They don’t understand the 
languages the internet uses, 
like JSON, RESTful APIs, and 
JavaScript. They don’t run an 
operating system or have a built-in 
TCP/IP stack or web server.

And sensors have little or no built-
in computing power, so providing 
edge computing at the sensor 
level to filter volumes of data 
before forwarding to the cloud is 
impossible.

So right now the internet and the industrial things we 
want to connect to it aren’t communicating.

What can we do?

One option is to simply wait for highly intelligent, 
connected sensors to become available to the
marketplace. But those sensors are years away from 
being cost effective.

Moreover, sensors installed today or even decades 
ago are still performing their tasks. They’re just not 
connected to the IIoT, so the data they generate 
is siloed and inaccessible to IT systems for further 
analysis.
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What is Edge Computing?

You’ve heard about cloud computing, which is 
using a network of remote servers, rather than a 
local server or personal computer, to store and 
manage data and run computer programs. 

The advantages of cloud computing are that 
people or organizations can combine and share 
computer resources rather than having to build and 
maintain them. 

Edge computing basically brings cloud computing 
down to the edge of the network, in the physical 
world. Edge computing is using computing power 
at the edge to filter or process data and then send 
only the required data to the cloud. 
 
The advantages of edge computing are many. First, 
it reduces traffic on networks and the internet by 
reducing the amount of data sent. It also plays a 
valuable role in efficiency, security, and compliance.



In Lee’s factory, the groov EPIC® controller takes on the 
task of communicating with IT systems and the internet.

Located at the edge and connected to sensors and 
devices through its I/O, the EPIC can speak the 
languages computer networks understand.

The Big Data Problem

Across the globe a massive installed base of things 
exists today, generating useful data that the IIoT wants 
to access and consume. In oil and gas applications, 
a typical oilfield has up to 30,000 sensors installed. 
Factories and plants across the world have billions of 
sensors.

Each sensor is capable of generating huge amounts of 
data from the physical world. Some IIoT applications 
could potentially generate terabytes of data per second.

These are volumes of data the digital world has never 
seen before. This is the Big Data problem.

Moving that much data onto existing network and 
internet infrastructures for cloud-based analytics and 
centralized management will clog networks, vastly 
increasing network and internet latency. For many 
industrial IoT applications, that is not acceptable, 
because real-time control and monitoring are 
mandatory.

For the industrial internet of things to reach critical 
mass, intelligence must be pushed to the network edge, 
where the physical world meets the digital world. 
Computing systems at the network edge must have the 
capability to collect, filter, and process data generated 
at the source, before it’s transmitted up to the IIoT.

And at the same time these edge computing systems 
must be able to complete the local real-time process 
control and automation tasks of traditional industrial 
applications.

The Big Data problem can be at least partly solved by 
edge systems like the EPIC controller at Lee’s factory, 
which has the computing power to sift and process 
data before sending it into network and internet 
infrastructure. With a real-time, open-source operating 
system, an industrial quad-core processor, and solid-
state drives, a controller like this provides the needed 
intelligence. And because it is first a programmable 
industrial controller, the EPIC also provides local 
monitoring and control.

The IIOT Architecture Problem

Our third problem revolves around how today’s IIoT
architecture works. Let’s take a look at its complexity 
and explore a possible path forward.

For a cloud-based server to capture data from an 
analog sensor today, the sensor’s data must be 
translated using a series of software and hardware 
tools.

First, the sensor is physically wired to a device such as 
a PLC (programmable logic controller). While modern 
PLCs do provide basic analog-to-digital conversion of 
sensor signals, PLCs were not designed to interface 
with the IIoT.

PLC hardware, software, and programming languages 
were designed for repetitive, application-specific tasks 
like process control and discrete automation. They 
typically use proprietary protocols and languages for 
communication and programming, and do not include 
information security standards like encryption and 
authentication.
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Right now the internet and the industrial 
things we want to connect to it aren’t 
communicating. There’s a disconnect  

between the physical world of current and 
voltage and the digital world of servers and 

clouds.

What is an Input/Output (I/O) System?
Things in the physical world typically communicate 

in an electrical signal like voltage or current, but 
the digital world doesn’t understand these signals. 
I/O systems act as the translator. I/O systems are 
wired directly to sensors and actuators. Their job 
is to convert analog data (like voltage or current) 
from a sensor into digital data (ones and zeros) to 
send to a computer, or to convert digital data into 
analog data to send to an actuator, to take action 

in the physical world. An input sends data from the 
physical thing to the computer; an output does the 
reverse. Inputs and outputs are like the fingers on 
a hand, sensing the world, sending data about it 
to the brain, and then taking commands from the 

brain back to the fingers to take action.



PLCs were originally designed as standalone systems. 
The protocols they use are seldom internet compliant 
and are designed for point-to-point communication 
instead of the point-to-multipoint communication 
architecture found in the IIoT ecosystem.

If systems that communicate using internet-compliant
protocols—such as PCs, web servers, and databases—
want to communicate with a PLC, a vendor-specific and 
often proprietary software driver or hardware-based
protocol gateway is required.

OPC (Open Platform Communication) software is one
solution to this communication disconnect. But OPC 
was originally designed around PC architecture using 
the Microsoft® Windows®-only process exchange, 
COM/ DCOM. Most systems and devices connecting to 
the IoT are not Windows-based devices.

For example, take your smartphone. It’s likely an 
Apple® or Android® device, both of which run modified 
versions of the Linux operating system, where COM/
DCOM process exchange does not exist.

OPC UA (Unified Architecture) has been released, but 
it’s merely a wrapper for existing OPC drivers built on
Windows architecture. It requires design engineers to 
build an OPC UA client adapter into their products. And 
even then, modern network and internet assets such as 
web servers, databases, smartphones, and tablets do 
not speak OPC UA.

 

PLCs, OPC servers, proprietary drivers, and protocol
gateways quickly become a convoluted IIoT 
architecture. These layers of complexity not only require 
time, money, and specific domain expertise to install 
and maintain, but also the data being sent from the 
physical world has been converted by so many different 
pieces of hardware and software that data integrity can 
be jeopardized.

Imagine the difficulty in provisioning and troubleshooting
these IIoT systems. And then consider that today’s 
automation architectures often do not address 
information security. Sending data generated at the 
edge through so many layers of conversion opens up 
complex information security concerns as the data is 
transported to the cloud.

Multiply these architectural issues across the billions of
devices we expect to connect using the IIoT, and you 
see the communication challenge the IIoT faces.
                 
Flattening the IIoT Architecture

One way to simplify this complex IIoT architecture is to
consider a different communication model.

Most devices on a computer network today 
communicate using the request-response model. A 
client requests data or services from a server, and the 
server responds to the request by providing the data or 
service. This is the model company computer networks 
use, and it’s also the typical model for that biggest of all 
networks, the internet.
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Data-Plane Protocols vs. Control-Plane Protocols
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Each client on the network opens a direct connection to
each server and makes a direct request. A client doesn’t
know when the data changes, so it sends requests at
regular intervals (in automation, as fast as once per
millisecond), and the server responds each time.

This communication model works very well on a 
network where the number of clients and servers is 
not large. But the IIoT poses problems of scale. If each 
client must be connected to each server it uses and 
must constantly request and receive data, network 
traffic can quickly become an issue.

Another model may be more effective in IIoT 
applications: publish-subscribe, or pub-sub.

In the pub-sub model, a central broker becomes the
clearinghouse for all data. Because each client makes a
single lightweight connection to the broker, multiple
connections are not necessary. Clients can publish data 
to the broker, subscribe to data going to the broker from
other clients, or both.

In addition, clients publish data only when it changes
(sometimes called report by exception), and the broker
sends data to subscribers only when it changes. The 
broker does not hold data, but immediately forwards it 
to subscribers when it arrives. So multiple data requests 
are not necessary.

These two factors—just one connection per client and
data traveling only when it changes—shrink network
traffic substantially, making pub-sub an effective
communication model if you have many clients and 
many servers.

Pub-sub can also be effective when it’s difficult to set 
up a direct connection between a client and a server, 
or when the network is low-bandwidth or unreliable—
for example, when monitoring equipment in remote 
locations.

The pub-sub transport protocol MQTT is frequently
mentioned for IIoT applications, especially when used 
with Sparkplug messaging, which was designed for 
industrial applications. Secure data communications 
using MQTT/Sparkplug can help flatten IIoT architecture 
and more easily produce the results we need.

 

Architectural Changes

As we’ve seen, for the IIoT to reach critical mass, 
internet protocols and technologies need to be driven 
into systems at the edge, where the physical world and 
the digital world connect.

Layers of complexity must be removed from the
communication process between digital systems and
physical assets. Modern IIoT system architectures must 
be flattened, streamlined, optimized, and secured.

Edge computing systems must easily and securely 
access the cloud through the open, standards-based
communication technologies the internet is based on.

That means:
• Internet technologies like MQTT/Sparkplug, TCP/

IP, HTTP/S, and RESTful APIs —the dialect of the 
internet—must be built directly into devices at the 
edge.

• Internet security technologies like SSL/TLS 
encryption and authentication must be built in 
directly to edge computing systems.

• Cloud-based systems must be able to make 
RESTful API calls to access data, or use a publish-
subscribe communication model like MQTT/
Sparkplug to get data from remote edge devices, 
without the layers of complexity and conversions 
that exist in industrial applications today.

The Power of Interoperability

The standard technologies used by the internet for 
transmitting information have created a cohesive system
for communication. But we have not always had this 
cohesive system.

Before the internet and the world wide web, many 
different internet-like protocols and architectures 
existed. Computer systems all ran different operating 
systems, requiring different programming languages.

In the long run, OT/IT convergence will demand 
a flattened architecture and seamless 

communication between assets, using open, 
standards-based communication protocols and 

programming languages.



Small pockets of interconnectivity existed, but for 
the most part systems were disconnected from each 
other. It was very similar to the way industrial systems 
communicate today, with the need for converters, 
adapters, and gateways.

The internet was designed to allow input/output and 
information systems to share data through a common
interface, removing layers of complexity and allowing for
greater interoperability between systems designed and
manufactured by different vendors.

That’s why an Apple computer or Android phone today 
can send an email to a Windows computer: despite 
their incompatibilities, they speak the same internet 
languages.

Today’s internet uses a common set of protocols, tools, 
and routines designed to make the transportation, 
acquisition, and analysis of digital information a 
seamless process, no matter what device you’re using.

Although sensors and other physical assets installed 
at the edge may not have been designed with 
internet interoperability in mind, there’s still a massive 
opportunity to collect meaningful data from the huge 
installed base of existing things.

But it will require a solution that understands both sides 
of the OT and IT convergence—something that can:
• Locally translate the physical world of currents 

and voltages (OT) into the secure communication 
protocols and languages the digital world (IT) 
understands

• Process and filter mountains of data, sending 
only the necessary data to the cloud for analysis.

• Provide communications interfaces and processing 
power to maintain the closed-loop, real-time 
control requirements of industrial applications.

• Deliver all of the above in a package suitable for 
challenging industrial environments where dust, 
moisture, vibration, electro-mechanical frequencies, 
and temperature vary widely.

Conclusion

We’ve seen that edge computing is the sensor on-ramp 
to the IIoT. Once the communication, security, and 
computing technologies of the internet find their way 
into computing at the edge, the IIoT will begin to reach 
its potential.

Internet technologies are available in some industrial
systems today. And some vendors have already started
bridging the gap between OT and IT by adding IIoT
technology like MQTT and RESTful APIs directly into 
their controllers.

Our shortest path to a successful IIoT is to leverage the
existing interoperability technologies of the internet in
industrial automation products and applications.

How can Opto 22 help you?

At Opto 22, our goal is to flatten the IIoT architecture so 
you can realize your IIoT goals.

Opto 22’s engineering focus is on building hardware and 
software tools to bring the benefits of the IIoT—simply, 
reliably, and securely—to the things that already exist in 
your world. 

Our products offer an easy and cost-effective way to 
bridge the real world with the digital world. 

• Reliable Opto 22 input and output (I/O) modules 
connect with virtually any electrical, electronic, 
mechanical, or environmental device, converting 
these raw signals to useful digital data.

• Opto 22’s groov EPIC controller offers solid 
industrial control, logic solving, data collection and 
processing, and the ability to move data over the 
standard networks and protocols understood by IT.

• When it comes time to visualize, notify, and mobilize 
your information, groov View (included in the EPIC 
controller) offers a simple way to build mobile 
operator interfaces that can be used on any screen, 
from your smartphone to big-screen HDTV.
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All Opto 22 products are backed by more than four 
decades of expertise in applications like process 
control, discrete manufacturing, remote telemetry, data 
acquisition, and supervisory control. 

Opto 22 products are supported by our experienced 
engineers at no charge and available worldwide.

ABOUT OPTO 22

Opto 22 was started in 1974 by a co-inventor of the 
solid-state relay (SSR), who discovered a way to make 
SSRs more reliable.

For over 40 years, we’ve brought commercial, off-
the-shelf technologies to industrial systems all over 
the world, designing our products on open standards. 
We pioneered the use of PCs in controls back in the 
1980s, Ethernet networking at the I/O level in the 1990s, 
and machine-to-machine connectivity in the 2000s. 
Today, we build secure internet technologies into our 
controllers and I/O. 

All Opto 22 products are manufactured and supported 
in the U.S.A. Because the company builds and tests its 
own products, most solid-state SSRs and I/O modules 
are guaranteed for life.

For more information, visit opto22.com or contact
Opto 22 Pre-Sales Engineering: 
800-321-6786 or 951-695-3000
Or email: systemseng@opto22.com

Opto 22’s groov EPIC edge 
programmable industrial controller 
groov EPIC connects directly to sensors and 
actuators at the edge, monitors and controls 
the physical world, processes data locally, 
and communicates that data using internet-
standard protocols and languages.
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Tadiran Batteries
2001 Marcus Ave.
Suite 125E
Lake Success, 
NY 11042
1-800-537-1368
516-621-4980

www.tadiranbat.com

PROVEN

40
YEAR
OPERATING

LIFE*

Battery replacement is costly and often 
dangerous work. Reduce the risk with Tadiran 
bobbin-type lithium thionyl chloride (LiSOCl

2
) 

batteries. With an annual self-discharge rate of 
just 0.7% per year, Tadiran LiSOCl

2
 batteries 

enable low power consuming wireless devices to 
operate for up to 40 years on a single battery, up 
to 4 times longer than the competition. Our 
batteries also feature the highest capacity, highest 
energy density, and widest temperature range of 
any lithium cell, plus a glass-to-metal hermetic 
seal for added ruggedness and reliability in 
extreme environments. 

* Tadiran LiSOCL2 batteries feature the lowest annual self-discharge rate of any competitive battery, less than 1% per year, enabling these 
batteries to operate over 40 years depending on device operating usage. However, this is not an expressed or implied warranty, as each 
application differs in terms of annual energy consumption and/or operating environment.

No place to  
replace a battery.

ANNUAL SELF-DISCHARGE

Up to 3%

TADIRAN COMPETITORS

0.7%

Highly remote locations call for Tadiran batteries.

Take no chances. Take Tadiran batteries  
that last a lifetime.

http://www.tadiranbat.com


By Sol Jacobs, VP and General Manager
Tadiran Batteries 

Battery-powered solutions are enabling remote devices 
connected to the Industrial Internet of Things (IIoT) 
to address industrial automation applications virtually 
anywhere.

The development of the Industrial Internet of Things 
(IIoT) will have a far-reaching effect on industrial 
automation, changing the technology landscape to 
permit greater connectivity of wireless devices from the 
factory floor to distant external environments.

The creation of a truly wireless world has enabled the 
seamlessly integration and networking of processes 
and IT platforms to improve management control 
over systems related to systems control and data 
automation (SCADA), automated process control, 
quality assurance, asset management, safety systems, 
machine-to-machine (M2M) interfaces, and related 
technologies. Virtually every industry has been 
impacted, including transportation infrastructure, 
energy production, manufacturing, distribution, and 
healthcare, to name a few. 

Battery-powered sensors and devices connected to the 
IIoT are ushering in an exciting new age where ‘big 
data’ and artificial intelligence (AI) are combining to 
intelligently manage manufacturing, distribution, and 
logistics by improving workflow, reducing potential 
bottlenecks, maximizing efficiencies, and initiating 
pre-planned equipment maintenance, rebuilding, and 
replacement programs.  

Battery-powered solutions power 
“intelligent” solutions  

The proliferation of wireless technology throughout the 
burgeoning IIoT has created dynamic opportunities for 
deploying industrial grade batteries, both primary and 
rechargeable, that deliver extended operating life along 
with the high pulses required to support advanced two-
way wireless communications.  

Remote wireless connectivity to the IIoT has been 
aided by the introduction of low power communications 
protocols such as ZigBee, WirelessHART, LoRa, 
and other protocols that support two-way wireless 
communications while conserving energy to extend 
battery life. 

Bringing Remote Wireless Power to the IIoT 
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The positive impact of battery-powered remote wireless 
connectivity is evident in the evolution of HART 
(Highway Addressable Remote Transducer) technology, 
which has long been the backbone of industrial 
automation, enabling interoperability and connectivity 
between millions of intelligent field instruments and 
host systems. The HART protocol adapted the same 
technology found in caller ID functionality for analog 
telephones, utilizing traditional 420mA analog wiring. 

The need for hard-wiring has continually slowed the 
pace of adoption of HART, as many HART-enabled 
devices were never connected due to expense, as 
it costs roughly $100 per foot to install any type of 
hard wired device, even a basic electrical switch. This 
cost barrier grows exponentially greater once you 
exit the factory, as bringing hard-wired solutions to 
highly remote locations and extreme environments can 
introduce daunting challenges associated with travel, 
logistics, environmental regulations, permitting delays, 
and major cost uncertainty. 

Fortunately, the development of the WirelessHART 
protocol allows millions of HART-enabled devices 
located in hard-to-reach areas to be quickly and cost 
effectively interconnected via RF, WiFi, satellite, or 
cellular communications.

Specifying the right power supply  

A remote wireless device is only as reliable as its power 
supply, which needs be optimized based on application-
specific requirements. 

The vast majority 
of remote wireless 
devices that require 
long operating life 
with low daily power 
consumption are 
powered by primary 
(non-rechargeable) 
lithium batteries. In 
addition, a growing 
number of wireless 
applications that 

draw higher average daily current are being powered by 
energy harvesting devices in conjunction with industrial 
grade rechargeable Lithium-ion (Li-ion) batteries to store 
the harvested energy.  

These applications typically exceed the performance 
capabilities of consumer grade batteries that are 
short-lived and can only operate within a moderate 
temperature range, and therefore are best suited for 
powering devices that are located indoors, where they 
are easily accessible for routine battery replacement. 

In addition, the low purchase price of a consumer-
grade batteries can be highly misleading. For example, 
consider the total cost associated with replacing 
a battery at a remote location, such as powering a 
tank level monitoring sensor at an outlying chemical 
processing facility. The cost of labor alone to replace the 
battery will far exceed its price. The total lifetime cost 
calculation also must to account not just for future 
battery replacements but also for the added expenses 
associated with an unscheduled battery failure, 
including system downtime, loss of data, and possible 
safety risks.  

Choosing the right battery involves numerous technical 
considerations, including: energy consumed in active 
mode (including the size, duration, and frequency of 
pulses); energy consumed in ‘standby’ mode (the base 
current); storage time (as normal self-discharge during 
storage diminishes capacity); thermal environments 
(including storage and in-field operation); equipment 
cut-off voltage (as battery capacity is exhausted, or in 
extreme temperatures, voltage can drop to a point too 
low for the sensor to operate); battery self-discharge 
rate (which can be higher than the current drawn from 
average daily use); and cost. Trade-offs are inevitable, 
so the list of desired battery performance features and 
attributes needs to be prioritized.

Industrial grade lithium batteries are most commonly 
recommended for applications that require: 

Reliability – The remote sensor is being deployed in 
an inaccessible location where battery replacement is 
difficult or impossible, and loss of data due to battery 
failure is problematic. 

Long operating life – The self-discharge rate of the 
battery can be greater than energy lost through average 
daily consumption, so initial battery capacity must be as 
high as possible. 

Wide operating temperatures – Which is especially 
critical for extremely hot or cold environments. 
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Small size –The battery’s energy density must be as 
high as possible when miniaturization is required. 

Voltage – Higher voltage potentially enables the use of 
fewer cells. 

Lifetime costs – Various costs must be taken into 
consideration, including labor, cost of replacement 
batteries, as well as the risks and expenses associated 
with battery failure. 

Choosing among primary lithium batteries 

Lithium battery chemistry is widely preferred for 
long-term deployments due its high intrinsic negative 
potential, which exceeds all other metals. As the 
lightest non-gaseous metal, lithium offers the highest 
specific energy (energy per unit weight) and energy 
density (energy per unit volume) of all available battery 
chemistries. Lithium cells operate within a normal 
operating current voltage (OCV) range of 2.7 to 3.6V. 
The absence of water also allows lithium batteries 
to endure more extreme temperatures without the 
constituents freezing.

Numerous primary lithium chemistries are commercially 
available (see Table 1), including iron disulfate (LiFeS2), 
lithium manganese dioxide (LiMNO2), lithium thionyl 
chloride (LiSOCl2), and lithium metal oxide chemistry. 

Lithium iron disulfate (LiFeS2) cells are relatively 
inexpensive, used mainly to deliver high pulses required 
to power a camera flash. LiFeS2 batteries have various 
performance limitations, including a narrow temperature 
range (-20°C to 60°C), a high annual self-discharge rate, 
and crimped seals that may leak. 

Lithium Manganese Dioxide (LiMNO2) cells, including 
the popular CR123A, provide a space-saving solution 
for cameras, and toys, as one 3V LiMNO2 cell can 
replace two 1.5V alkaline cells. LiMNO2 batteries can 
deliver moderate pulses, but suffer from low initial 
voltage, a narrow temperature range, a high self-
discharge rate, and crimped seals.

Lithium thionyl chloride (LiSOCl2) batteries are 
manufactured using either spiral wound or bobbin-type 
construction. Bobbin-type LiSOCl2 batteries are ideally 
suited for long-term deployment within devices that 
draw low average daily current, offering the highest 
capacity and highest energy density of any lithium cell, 
along with an extremely low annual self-discharge rate; 
less than 1% per year, enabling certain cells to operate 
maintence-free for up to 40 years. Bobbin-type LiSOCl2 

batteries also deliver the 
widest possible temperature 
range (-80°C to 125°C) and 
feature a superior quality 
glass-to-metal hermetic seal.

Proven to operate reliably for 
up to four decades, bobbin-
type LiSOCl2 cells have been 
widely adapted for use in all 
types of industrial automation 
applications, including M2M, 
SCADA, tank level monitoring, 
asset tracking, environmental 
sensors, and applications that 
involve extreme temperature 
cycling.  

A prime example is the 
cold chain, where wireless 
sensors are used to monitor 

the transport of frozen foods, pharmaceuticals, 
tissue samples, and transplant organs at controlled 
temperatures as low as -80°C. 
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LiSOCL2 LiSOCL2 Li Metal Oxide Li Metal Oxide LiFeS2 LiMnO2

Bobbin-type with 
Hybrid Layer 
Capacitor

Bobbin-type
Modified for 
high capacity

Modified for 
high power

Lithium Iron 
Disulfate CR123A

Energy Density (Wh/1) 1,420 1,420 370 185 600 650 650

Power Very High Low Very High Very High Low High Moderate

Voltage 3.6 to 3.9 V 3.6 V 4.1 V 4.1 V 1.5 V 1.5 V 3.0 V

Pulse Amplitude Excellent Small High Very High Low Moderate Moderate

Passivation None High Very Low None N/A Fair Moderate

Performance at Elevated 
Temp. Excellent Fair Excellent Excellent Low Moderate Fair

Performance at

Low Temp.

Operating life Excellent Excellent Excellent Excellent Moderate Moderate Fair

Self-Discharge Rate Very Low Very Low Very Low Very Low Very High Moderate High

Operating Temp.

-55°C to 85°C, 
can be extended 
to 105°C for a 
short time

-80°C to 125°C -45°C to 85°C -45°C to 85°C -0°C to 60°C -20°C to 60°C 0°C to 60°C

Moderate PoorModerate

Primary Cell

Alkaline

Excellent Fair LowExcellent

Table 1 Comparison of Primary Lithium cells



Specially modified 
bobbin-type LiSOCl2 
batteries have 
operated successfully 
under prolonged test 
conditions at -100°C, 
far beyond the range 
of consumer grade 
batteries. 

Since the early1980s, 
bobbin-type LiSOCl2 
batteries have been 
successfully deployed 
to power wireless 

meter transmitter units (MTUs) for AMI/AMR metering 
applications involving both water and gas utilities. The 
extended battery life of a bobbin-type LiSOCl2 cell is 
especially valuable to AMI/AMR metering applications 
because any large-scale battery failure could cause 
potential chaos by disrupting customer billing cycles 
and by disabling remote service shut-off and service 
start-up and restoration functionality. 

Extended battery life is largely determined by the cell’s 
annual energy usage and its annual self-discharge rate. 
Battery operating life can be extended by the use of 
low power microprocessors, components, and circuitry, 
along with the use of a low power communications 
protocol (i.e ZigBee, WirelessHART, LoRa, etc.). Wireless 
devices intended for long-term deployment are often 
programmed to remain mainly in a ‘stand-by’ mode that 
draws little or no current, periodically querying the data, 
and only awakening if certain pre-set data thresholds 
are exceeded. Through intelligent energy conservation, 
more energy is often lost through annual battery self-
discharge than is consumed through daily activity. 

The operating life of a bobbin-type LiSOCl2 
battery varies significantly based on how the cell is 
manufactured and the quality of its raw materials. 
For example, a superior quality bobbin-type LiSOCl2 
cell can feature a self-discharge rate as low as 0.7% 
annually, able to retain nearly 70% of its original 
capacity after 40 years. By contrast, a lesser quality 
bobbin-type LiSOCl2 cell can have a self-discharge 
rate of up to 3% per year -- which may not seem 
significantly higher -- but the difference adds up over 
time, resulting in a 30% loss of available capacity every 
10 years, making 40-year battery life impossible. 

The performance differences between two batteries 
made with essentially the same chemistry may not 
become apparent for up to a decade. Therefore, design 
engineers need to perform thorough due diligence 
and look beyond theoretical data to demand fully 
documented long-term test results as well as in-
field performance data. Careful analysis of the data 
is especially important for long-term deployments in 
remote locations and extreme environments. 

Two-way wireless communications requires 
high pulses

One major limitation of a standard bobbin-type LiSOCl2 
cell is its inability to deliver the high pulses required 
to initiate data interrogation and transmission. This 
challenge can be overcome by combining a standard 
bobbin-type LiSOCl2 cell with a patented hybrid layer 
capacitor (HLC). The standard LiSOCl2 cell delivers 
low daily background current when the device is in 
‘standby’mode, while the HLC works like a rechargeable 
battery to deliver periodic high pulses.  

Consumer products commonly use supercapacitors to 
store high pulses electrostatically rather than chemically. 
However, supercapacitors are not recommended for 
industrial applications because of numerous drawbacks, 
including short-duration power, linear discharge qualities 
that do not allow for use of all the available energy, low 
capacity, low energy density, and high annual self-
discharge rates (up to 60% per year). Supercapacitors 
that are linked in series also require the use of cell-
balancing circuits that draw additional current. 

Growth opportunities for energy harvesting 

A growing number of industrial applications are being 
powered by energy harvesting devices in combination 
with Lithium-ion (Li-ion) rechargeable batteries that store 
the harvested energy.  
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Photovoltaic cells are a well-proven for industrial automation applications. In limited circumstances, smaller 
amounts of energy can be harvested from equipment vibration, temperature variances, or ambient RF/EM energy. 

Consumer-grade rechargeable Li-ion cells may work sufficiently if the device is easily accessible, offering a 
maximum operating life of 5 years and 500 recharge cycles, a moderate temperature range of 0 - 40°C, with no 
ability to deliver high pulses. If the application calls for a long-term deployment in a remote location or extreme 
temperature, or high pulses are required to power two-way wireless communications, then the application will likely 
require the use of anindustrial grade Li-ion battery (see Table 2). These industrial grade Li-ion cells can operate for 
up to 20 years and 5,000 full recharge cycles, with an expanded temperature range of -40 to 85°C, and the ability 
to deliver high pulses (5 A for a AA-size cell). These ruggedized batteries are also constructed with a hermetic seal 
that offers superior safety protection to consumer-grade rechargeable Li-ion batteries.

Conclusion 

The rapid growth of the IIoT is spurring demand for battery-powered wireless devices that utilize industrial grade 
lithium batteries to provide a more reliable power source that supports greater connectivity and interoperability 
through two-way wireless communications. Use of an industrial grade lithium battery simultaneously reduces the 
long-term total cost of ownership by providing maintenance-free solutions that can operate reliably for up to four 
decades.

TLI-1550	(AA) Li-Ion
Industrial	Grade 18650

Diameter	(max) [cm] 1.51 1.86
Length	(max) [cm] 5.30 6.52

Volume [cc] 9.49 17.71
Nominal	Voltage [V] 3.7 3.7

Max	Discharge	Rate [C] 15C 1.6C
Max	Continuos	Discharge		Current [A] 5 5

Capacity [mAh] 330 3000
Energy	Density [Wh/l] 129 627

Power	[RT] [W/liter] 1950 1045
Power	[-20C] [W/liter] >	630 <	170

Operating	Temp deg.	C -40	to	+90 -20	to	+60
Charging	Temp deg.	C -40	to	+85 0	to	+45

Self	Discharge	rate [%/Year] <5 <20
Cycle	Life [100%	DOD] ~5000 ~300
Cycle	Life [75%	DOD] ~6250 ~400
Cycle	Life [50%	DOD] ~10000 ~650

Operating	Life [Years] >20 <5
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Table 2 Comparison of consumer versus industrial Li-ion rechargeable batteries
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By Bill Lydon, Automation.com

Of the technology trends 
that I have observed 
in recent years, few 
developments have 
been more exciting than 
Industry 4.0 for Process 
Automation. Having the 
opportunity to attend 
several events and 
talk with professionals 
throughout the industry, 
it’s clear that Industry 4.0 
concepts and technology 
are being applied to process automation. At the 2017 
Hannover Fair, for instance, I was fortunate enough 
to meet with Michael Ziesemer, an executive with 
Endress+Hauser and president of ZVEI, to discuss the 
impact of Industry 4.0 for process industries. This is not 
the first discussion I have had with Ziesemer, as I have 
found through many discussions with the engineering 
industry veteran, that his opinions and observations are 
always insightful.

As we noted, in addition to duties at  Endress+Hauser, 
Michael Ziesemer is also president of ZVEI - the 
German Electrical and Electronic Manufacturers’ 
Association - and one of their most recent significant 
developments has been the Industry 4.0 Reference 
Architectural Model, RAMI 4.0 and Industry 4.0 
Component, which describes Industry 4.0 compliant 
production equipment. Always the informative 
organization, ZVEI was also handing out an interesting 
brochure at Hannover Fair titled, Approaching 
the Smart Factory – ”Industrie 4.0” Creates Value 
Networks.

What Is the Meaning 
of Industry 4.0 for 
Process Automation?

Industry 4.0 initially focused 
primarily on discrete 
manufacturing, but the 
technology quickly evolved 
and now there is a growing 
focus on applying Industry 
4.0 concepts to process 
automation as well. The 
end goal for organizations 

is to achieve a holistic integration of automation, 
business information, and manufacturing execution 
function to improve all aspects of production and 
commerce across company boundaries for greater 
efficiency. “This year’s Hannover theme says it well, 
Integrated Industry Creating Value, this underlines 
the commercialization of all that has started,” explained 
Ziesemer, “When we look in the process industries it 
started a little later, this has to do with the industrial 
structure of Germany’s automotive industry being a 
dominating force.” 

He went on to share that Endress+Hauser has already 
witnessed customers, particularly in the chemical 
industry, that have already started industry 4.0 projects 
and are underlining the importance of these initiatives 
for process manufacturers. “When we look into the 
goals process manufacturers have there is a big 
difference from automotive or discrete manufacturing,” 
Ziesemer shared. He went on to give a specific 
example. “Taking one of our big chemical accounts, 
leaving the name aside, they said the goal is to get rid 
of the people in the night shift with the exception of the 
fire brigade, that would mean 30 to 40 people instead 
of 2,500,” Ziesemer revealed, “What does that mean? 
You have to substitute all these ears and noses of all 
these people by an automated structure. “

Insights on the Impact of Industry 4.0 
for Process Automation

PAGE 27Advancing Automation eBook Vol. VIII

https://www.zvei.org/en/subjects/industry-4-0/the-reference-architectural-model-rami-40-and-the-industrie-40-component/
https://www.zvei.org/en/subjects/industry-4-0/the-reference-architectural-model-rami-40-and-the-industrie-40-component/
https://www.zvei.org/en/subjects/industry-4-0/the-reference-architectural-model-rami-40-and-the-industrie-40-component/
http://donar.messe.de/exhibitor/hannovermesse/2017/N711574/industrie-4-0-eng-438966.pdf
http://donar.messe.de/exhibitor/hannovermesse/2017/N711574/industrie-4-0-eng-438966.pdf
http://donar.messe.de/exhibitor/hannovermesse/2017/N711574/industrie-4-0-eng-438966.pdf


So what would be the solution for this effort? “Nobody 
is willing to install cables, so has to be a lot of wireless 
sensors,” answered Ziesemer. He further advocated 
that existing facilities looking to start efforts like this 
should start with an audit of all the controls and 
instrumentation and ensure everything is properly 
calibrated. Only then should the facility start the 
digitalization process in certain parts of the plant, 
taking a stepwise approach to fulfill the vision. 

Wireless

A growing component of Industry 4.0, wireless 
networks came up in our conversation as well, 
as I asked Ziesemer about his customers general 
comfort with wireless. He commented that, in general, 
people see wireless as reliable and they don’t really 
care what wireless standard is used, so long as it 
maintains that reliability. Further, we both observed the 
growing influence of IT and how more of the related 
communications could very well be Wi-Fi, given the 
availability and low cost.

Analytics

Analytics has been one of the biggest early buzzes 
of Industry 4.0 excitement. This is because whatever 
sensors exist in a machine/facility, that information 
can be used by analytics to improve maintenance and 
operations. This means, for the automation industry, 
a potential major change in competitive landscape. 
Ziesmer emphasized this point in an interesting 
anecdote:

“I was invited a few months ago to a big Amazon 
conference. Amazon is the market leader in cloud and I 
asked them two questions: Number one: How do I get 
my data into your cloud? Can you do already OPC UA 
integration? The answer was yes. The second question 
was really interesting; How do I use the data?”

Ziesemer went on to share how Amazon has 
mathematical and analytics functions already. He cited 
an example of energy efficiency and noted, “Here 
Amazon is becoming a competitor. They are writing 
applications with users that understand what they 
need.” 

The Bottom Line Impact of Industry 4.0 for 
Process Automation

As Ziesemer noted, the impact is already being 
seen in some process industries, particularly the 
pharmaceutical and chemical segments.“ They all 
have started,” Ziesemer claimed, “Is it an established 
business? No, it is in the launch phase, just starting to 
commercialize.”

This concerns and confuses some people. As Ziesemer 
heard in one Hannover Fair conference, one person 
asked very succinctly, “Is something stopping this 
trend?”

As far as the process industry is concerned, Ziesemer’s 
experience has seen process automation people to be 
very structured and traditional in their thinking, unlike 
IT people who look more at what is available and how 
can it be leveraged . They apply existing technologies 
and components out of the box. As Ziesemer 
explained “Will this meet all availability and reliability 
requirements? maybe, not everything closed loop and 
critical?”

He emphasized, however, that facilities may not be 
preparing adequately for their future. “When I talk to 
customers some are very proactive, some are half 
active, and others do not want it, they do not like it and 
do not want to do it.” Ziesemer laughed, “Well, that 
sounds to me as if you don’t like the weather! It will still 
come.”
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Michael Ziesemer, Endress+Hauser
The Industry 4.0 Impact on Process Automation
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On the whole, Ziesemer believes that the process industry will take advantage of technology developed from high 
volume markets, including automobiles, smart homes and consumer electronics, which will eventually drive cost 
down and function up. He sees a future where edge computing and mathematical calculations are done on the 
sensor, he sees a future where IT and automation are merged and working together. May such an efficient and 
connected future on the horizon for process automation. It would seem to be a very bright future indeed.
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Ensure continuously available edge computing  
with operational simplicity

Simplicity at the Edge

Easy & Predictive  
Maintenance

99.999% Availability  
& System Monitoring

8+ Years  
Average Life Cycle

It’s no secret that today’s IIoT applications need to be continuously  
available. For many organizations, this means scrambling to find self-aware 
computing systems to predict outages and provide real-time protection  
at the Edge. 

With over 35 years of experience, Stratus Technologies understands  
this challenge and is dedicated to removing the complexity from keeping 
business critical applications running 24/7/365.

To find out how Stratus Technologies is helping organizations 
around the world tackle their growing edge computing  
requirements, visit www.stratus.com/edge
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